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FTARBIRYIRMES] (Model-free RL)

O EIECRR A, EEIREEETES S22y
- BlEn, FAMXBEMEREZRD HER (episodes)

Episode 1: 5(1)£> mis(l) ﬁ) 1 M
P ' B R(sg)® 1 R(s{)@ 2 R(s,)® 3 T
- @ % @ % @ %@ @

Episode 2 557 —— 5,7 —— 5,7 —— 5,7 .5y

R(sg)@ 1 R(s))@ "2  R(sy®@ 3

O BRETAAREIEENREFZES)(E (value) FIFEE
(policy) , MFTEEMREG/RAKARIIERE. (MDP)

O XRELE: (1) ErERE  (2) JUsRRS
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RS = E[Rt4115: = s, A = a] R




(EEREMET

EETRENENES (MDP) b, (EREEEHEE ST
IZEPRES
VT(s) = E[R(so) + YR(s1) + Y*R(s2) + - Isg = 5,7]
= R()+7 ) Pan(e(sW(s)

s'es
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BANTEZEZIRE P, #
(BE, EEE—&Z5 LA RARMITHEREIER
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Analogy: Expected Age

Goal: Compute expected age of students

( Known P(A)

L ElA] =S P(a)-a=0.35x 20 + ...

Without P(A), instead collect samples [a,, a,, ...

4 Unknown P(A): “Model Based” )

ay]

4 Unknown P(A): “Model Free” I

Why does this ] num (a)
work? Because > P(a) = N

eventually you ElA] ~ Pla) - a
learn the right A Z (@)

model.

o

E[A] ~ %Zai<

Why does this
work? Because
samples appear

with the right

frequencies.




N
!

=Yl

= 2
T~

.

%



1T RinH A

O 455187575 (Monte-Carlo methods) B—32itEE
i%. EEPULEBEMCTTIE.
- KT ES R RIREEUES
O Bian, HEERYER

r
N

Circle Surface = Square Surface X

#points in circle

#points in total
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Evaluation

40240240

{

}

Win Rate(s) =

#win simulation cases started from s

#simulation cases started from s in total
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RZ R3

O [ElE: Rt (return) 2530225
Ge = Reyq +YReyz + v 'Ry

O [ElpR: {ERREY (value function) ZHAEEZETTEER)

V™(s) = E[R(so) + YR(s1) + Y*R(s3) + -+ Isp = s, 7]

— ]E[thst - S, 7T]
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- R RRRIETHMEERE I ER TR IMAR I = 20T
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Sig e EfET

SCHRL
(FEFRIET SRR R
(0“ (l)“ (z)“ ONENON
>0 R(l)Sl RD 2 R()Ss St
TE— N HERPRY § RPN 5 abal[=]

IBEITEEE N(s) « N(s) +1
IBESRITRE S(s) « S(s) + G,
IMEHSAEIT AR ITRBAVIIE V(s) = S(5)/N(s)

HAEERST
V(s) > V™(s) as N(s) » oo
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IBESISFiSEM

O B NREREREZLSEHV (s)
O XFE=Z PSS FOXS N Z 120G,

N(S;) « N(Sp) +1

V(Se) « V(Se) + (Gt — V(St))

N(S;)
O XFAERERIERR (B, NESHERERZEZW) |, BATaILAR
EF— IR E (B, A= EEAZEIIIAE)
V(S:) « V(Se) + “(Gt — V(St))

a is the learning rate to allow more flexible trade-off
between past and future (¢ > 1/N?)
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1 .
Ei VES) == ) 6P
V2
S V(S <« V(S + a(Ge — V(SY)
O S5 E8AE. BEENERFERITES
O SAFRISEERTTEMN: RS /RA KRR FEAPIRSEE B /320
O SAFRIBN N FERSHEITES
O R XARERNER: & (value) = YRR (mean
return)
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BREFEERF3 (Temporal Difference Learning)

Gy = Rev1 +YRey2 ¥ V?Reyzs + - = Ry + YV (Se41)
V(Se) « V(S) + a(Rt+1 + YV (St41) — V(St))

! T

WHE  3SRSERYE
0 MEEDBEERNZN A BRI TFE
0 lRFEDEEEAH
© AEEMSCRRN SR RRRISFRAVIASEE /220
O @idbootstrapping, BIFED N A0 HEFZFE]
0 MFESESTER ST RITRE GFEE)
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Temporal Difference Value Learning

* Big idea: learn from every experience! S
« Update V(s) each time we experience a transition (s,
a,s ,n n(S)
« Likely outcomes s’ will contribute updates more
often S, m(S)

« Temporal difference learning of values
« Policy fixed, doing evaluation! A S
« Move values toward value of whatever successor

OCCUrs: running average
sample of V(s): sample = R(s,m(s),s) +~V™(s")
Updateto V(s): V" (s) < (1 — a)V"(s) 4+ (a)sample

Same update: V7 (s) + V™ (s) + a(sample — V™ (s))

16



Gradient Descent View

« Goal: find x that minimizes f(x)

1.
2.

3.

Start with initial guess, x,

Update x by taking a step in the direction that f(x) is

changing fastest (in the negative direction) with

respect to x:

x « x —aV,f, where «a is the step size or learning rate

Repeat until convergence

V <V —aVyError

Error(V) =

N =

(

— V)Z

1
FG) =5 =)

af
- "0—x)
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Gradient Descent View 2

* Big idea: learn from every experience!

« Update V(s) each time we experience a
transition (s, a, s’ ,r)

« Likely outcomes s’ will contribute updates
more often

« Temporal difference learning of values
« Policy fixed, doing evaluation!

« Move values toward value of whatever
SUCCEeSSOr OCCUrs: running average

Sample of V(s):

Updateto V(s): V™(s) « (1 —a) V™(s) + (a)

Same update: V™(s) « V™(s) + a|

Same update: V™(s) « V™(s) — aVError

g 1
rror—i(

— V7(s)]

—v7(s))’
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Exponential Moving Average

« Exponential moving average
« The running interpolation update: V,, = (1 — a)V,,_; + ax, with V; = x;

« Makes recent samples more important
Vo=ax,+a(l—a)xp_1 ++a(l—a)"?x, + (1 —a)" 'xg

« Forgets about the past (distant past values were wrong anyway)

 Decreasing learning rate (alpha) can give converging averages
* Note V, = a,x,, + (1 —a)a,_1Xp—1 + -
+(1—ap)(1 —ap_q) - (1 —az)azx,
+(1 - an)(l - an—l) T (1 - 0(3)(1 - az)x1
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g rig vs. EES (MCvs. TD)

BRINBR: WIS FRELW F RSV
O FEMHITEAREREIRE (MO)

- EFEREY (SHEZ I AZ TG,

V(S:) « V(S + a(G, —V(Sy))

0 FEEBENNEFESFIEE (TD)

- BV (SHEZEEREIT R IR 1 + YV (Ser1)

V(S:) « V(S + a(Resr + ¥V (Ser1) —V(Sy))
© RFEDBR: Rerq + vV (Seir)

- FAFREDIRE: 8t = Rey1 + YV (Ses1) — V(Sy)
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Stk (MC) HIRNEFESD (TD) RIMRIRS

IFED: EEBENERRERZBIHITFE

ERSANE , BEIRITRFHEA

HFED: EBLTHERREREHTFES
IS FrE D BEBE N ERIFY R FS
Sir R AEENTEFYFES
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{RZ (Bias) /A% (Variance) BRI

. fgﬁ_égb_i}JGt = R¢y1 + YRpyp + - + yT_lRT%Vn(St)E,‘J%1ﬁ1Ei‘|'
O MBEERDELEH TR 1 + YV (S ) BV (SN EmiEt
O FREES ETRe1 + YV (S ) RV (S)MIERiGT

\_'_I
SEMELT

O HFES BrEEHRITRMERI5 %=

© RIFRM—BRTZLE0E0F, SIS EEEMZ 2225
- WERED Bin——BURTHLMEa0E, FREHEE RS2
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St g (MC) FIlEFEES (TD) BIAER= (2)

MC: TD:
V(Sy) « V(S) + V(S « V(S +
a(Ge —V(Sy)) a(Res1 + ¥V (St+1) —V(Sy))
S rRaEhE, IR HEEDREE, BiF
- RIFHINCEERR - BRI REEINERY
- {EFRECIRT SRR © WFREDHEZREEIV™(S,)

© XJHIR{EAEUR - (BfFERREILUHAS R0
- DT IERFEFOGER Sl SO LSRN NSRS
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FEtibFERIGIF

-<L®<L> 0 G 0 Q 0 G 1 .

Estimated
value

start
0.8 -
100
0.6 - 10
e
0.4 -
true
values
0.2 -
0 | | | | |
A B C D E
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FEtibFERIGIF

0.25

0.2\

Root Mean Squared Error

RMS error, 0-157
averaged
over states 0.1

0.05

0 25 50 75 100
Walks / Episodes

V(Se) <« V(Se) + “(Rt+1 + YV (St41) — V(St))
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St riaRMAEHE (Backup)

V(S:) « V(S) + a(Gt - V(St))
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HEFES RAERE (Backup)

V(S:) « V(Se) + a(Rt+1 + YV (St41) — V(St))
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ESHEIRAERE (Backup)

V(Se) « E[Rer1 + ¥V (Ses1)]

\)
(U
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ZENFERFH

ENX N RITRA)
Gt(n) = Rey1 +YRe2 + -+ V" 'Ry + V™V (St4n)

nZHFEDSFES

V(S,) < V(S,) + a (G,S’” _ V(St)>
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Bt FIERAGITZSHEE

Dynamic Exhaustti]ve
programming searc

full A
backups
sample Monte Carlo
backups \ Temporal-
difference
learning
R - L
shallow bootstrapping, 2 deep
backups backups
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Problems with TD Value Learning

TD value leaning is a model-free way to do policy evaluation,
mimicking Bellman updates with running sample averages

However, if we want to turn values into a (new) policy,
we' re sunk:

m(s) = argmaxQ(s,a)

0(5,0) = ) Pa(s)[R(5,a,5) + YV (s")]

Idea: learn Q-values, not values
Makes action selection model-free too!
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ST — M A E o mAYEE

[

Explf(x)] = ). p(0)f(x)dx

- | (x)%f(x)d

3 p(x)
— IEx~q [q(x) f( )]

LA EETROEA () = %

;
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(EREERERFNEERESS Fig

0 B ER LA ZIER Z 12 E

V(s « V(s + (G;’/” _ V(St))
To A EEmu A ERE

BEERURFIEEERASE (variance)

- - ——
N\

o o e o e e o e e e e e e e e e M e e e M e e e e e e e e e

35



(ERERERFNEERIERNFEESD

O {ERRISuF=ERNET 2= HimPh 5e g
O IRIEEEMRENI FED Binr + yV (s
O (VEE—TRHITEEMNRFEE

ZE%JES (Te41 T YV (Se41)) — V(St)>
]
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V(sy) « V(sy) + a(

- - ——
N\

o o e o e e e e e e M e e e e e e e M e e e e e e e e e e e e



[EREUNT RS

- TRBERRHUFIEESING MEA

- BUCERREE, ERESNEREE. SR ETTIRESEE (R,
s BRINME

y Eﬁfﬂﬁ'ﬁ BRI A TR RSN AN FESD

+ SR BRI RA S B Y R
BRSBTS B e 2AT— S AN B

- SLhRERT, FFEDHEEINER

37



THANK YOU



